
Feature-based Identity Unlearning Evaluation for
Biometric Applications

1st Iurii Medvedev
Institute of Systems and Robotics,

University of Coimbra,
Coimbra, Portugal, 3030-290

iurii.medvedev@isr.uc.pt

2nd Ajnas Muhammed
Institute of Systems and Robotics,

University of Coimbra,
Coimbra, Portugal, 3030-290

ajnas.muhammed@isr.uc.pt

3rd Nuno Gonçalves
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Abstract—Privacy preservation has become an important con-
cern in modern biometric systems, where models are often trained
on datasets containing sensitive personal information. Privacy
regulations grant individuals the legal right to withdraw their
biometric data, creating a strong demand for machine unlearning
techniques that can reliably remove the influence of such data
from trained models.

In this work, we investigate the problem of class (identity)
unlearning within the context of deep biometric recognition.
We introduce a novel evaluation metric (Unlearning Similarity
Distribution Trade-Off (USDTO)), which quantifies the trade-off
between effectively removing identity-specific information and
maintaining the integrity of the remaining feature distributions
of unlearning at the feature-template level. We evaluate multiple
unlearning strategies using the proposed metric and identify the
optimal unlearning stage for each method.

Index Terms—identity unlearning, face recognition, right to be
forgotten, privacy-preserving biometrics,

I. INTRODUCTION

Modern biometric systems rely on deep learning models
trained on large-scale datasets, many of which were collected
from publicly scraped images without formal licensing or
explicit privacy considerations. While early face recognition
datasets often consisted of celebrity images whose public
exposure raised fewer concerns, biometric applications in
controlled or privacy-sensitive environments require stronger
control over the personal data and the ability to withdraw it
when necessary.

In such contexts, the legal and ethical implications of data
retention become central, and the concept of the Right to Be
Forgotten (RTBF) is particularly relevant. RTBF provisions
have evolved into key components of modern data-protection
regimes. The most known is established in the GDPR of
European Union [1], which requires data controllers to erase
personal information upon request and has inspired analogous
regulations across the globe. For instance, comparable deletion
or erasure rights are now present in Brazil [2], China [3], the
US [4] etc.

In modern deep learning systems, private data can become
implicitly embedded in the internal representations and param-
eters of trained models. In biometric applications, this creates
a direct link between privacy regulations and the concept
of machine unlearning. Since biometric recognition models
encode user identities within learned feature representations,

compliance with regulations such as the RTBF requires not
only removing stored data but also eliminating its influence
from the model itself. This motivates the development of mea-
surable and verifiable unlearning methods for deep biometric
systems.

Unlearning is commonly defined as the process of modi-
fying a trained model so that it forgets specific data samples
or classes, typically measured by driving its accuracy on the
Forget Set toward zero while preserving performance on the
Retain Set close to that of the original model. However, in
practical domains such as biometrics and privacy-preserving
systems, complete degradation of performance on the Forget
Set is not required and even undesirable. Instead, the target
behavior is to reduce the discriminative capability for the
forgotten identity to a level that becomes statistically indis-
tinguishable from identities the model has never encountered.
This perspective reflects the operational constraints of biomet-
ric systems, where controlled degradation must occur without
destabilizing the overall feature space or compromising recog-
nition performance for all other identities.

In this work, we address the problem of class (identity)
unlearning from the perspective of biometric applications.
To evaluate the sufficiency and optimality of unlearning at
the feature-template level, we introduce a novel metric (Un-
learning Similarity Distribution Trade-Off (USDTO)), which
quantifies the balance between effective identity removal and
preservation of the remaining feature space. Using this metric,
we analyze and compare two explicit unlearning strategies,
which are based on a classification task and a contrastive
feature-space based task.

II. RELATED WORK

A. Unlearning in Deep Neural Networks

The concept of unlearning is wide and can be seen from
different perspectives [5]. For instance, task unlearning re-
quires models to forget entire downstream tasks, which is
particularly relevant for large pretrained models fine-tuned for
specialized applications. For instance Liu et al. [6] addressed
the Continual Learning and Private Unlearning problem, where
a model must continuously learn new tasks while being able to
forget selected tasks without leaking information about them.



Feature unlearning aims to eliminate knowledge of par-
ticular attributes or styles, for example, to remove specific
unwanted bias or sensitive demographic features [7].

Class unlearning is particularly relevant in classification
settings, where the goal is to remove all information associated
with a specific class (for example, an individual’s identity in
biometric systems). This is especially important in biometric
applications, where privacy regulations often require the per-
manent removal of personal data from deployed models. An
unlearning problem of this type is addressed in this work.

B. Privacy Preserving Deep Learning

Privacy preservation has become a crucial requirement in
modern biometric systems, driving significant research efforts
to ensure secure handling of biometric data. Privacy concerns
in biometrics have multiple stages of data processing, includ-
ing the protection of raw biometric inputs, secure feature rep-
resentation, template protection, and defense against inference
or reconstruction attacks [8].

In facial biometrics, most of existing approaches employ
cryptographic mechanisms such as homomorphic encryption
[9] for template protection.

Other methods aim to conceal visual or latent details by
converting original face images or templates into protected
representations. For example, patch-based techniques further
enhance privacy by decomposing face images into smaller
regions and managing them in a distributed manner [10]. Other
approaches employ noise or perturbation to obfuscate image
or template features [11] or focus on modifying visually domi-
nant regions of face images to obscure identifiable information
[12].

C. Unlearning for Privacy Preserving

In the context of machine unlearning and mechanisms
supporting the RTBF, several of relevant studies should be
discussed. The majority of these works address class-level
unlearning, where the objective is to remove all information
related to an identity from a trained model.

Tarun et al. [13] introduced unlearning framework (limited
to a classification task) designed for the zero-glance setting,
without access to the original training data. The method learns
an error-maximizing noise matrix to target specific classes for
removal, followed by a two-stage procedure that first induces
forgetting through sharp weight updates and then restores
overall model performance.

Graves et al. [14] proposed several practical methods for
unlearning by removing specific training data from neural net-
works while preserving overall model performance. The base-
line approach achieves data removal by relabeling the sensitive
data with incorrect labels and briefly retraining, effectively
degrading the model’s reliance on those samples with minimal
computation. The modified Amnesiac Unlearning reverses the
exact parameter updates associated with the sensitive samples
by storing and later subtracting the corresponding gradient
steps, enabling precise removal of individual data points.

Yoon et al. [15] introduced the few-shot unlearning problem,
where only a small subset of the data to be removed is
available, making the intended post-unlearning model behavior
ambiguous. To address this, the authors propose a unified
unlearning framework which reconstructs a proxy dataset from
the trained model, separates data to preserve or erase based
on the unlearning intention, and then retrains the model to
enforce the desired behavior.

D. Face Recognition

Several aspects of this work require a brief review of
training methodologies used in face recognition. Modern face
recognition systems rely on extracting compact facial biomet-
ric templates from deep feature representations produced by
backbone neural networks.

In classification-based face recognition approaches, the
problem is formulated as a multi-class closed-set classification
task using large-scale face image datasets. These methods
commonly employ softmax loss [16] and its numerous exten-
sions, including margin-based variants [17] as well as sample-
adaptive modifications that account for factors such as image
quality or instance difficulty [18], [19].

Contrastive or metric learning approaches directly optimize
distances in the embedding space by enforcing similarity
between paired face images based on a predefined metric, such
as Euclidean or Cosine distance [20]. They have demonstrated
strong performance on large-scale datasets and are particularly
effective for transfer learning and fine-tuning scenarios. En-
hancements in contrastive learning include the use of triplet
loss, which optimizes the relative embedding relationships
among anchor, positive, and negative samples [21], as well as
adaptive margin strategies that improve training regularization
and representation robustness [22].

III. METHODOLOGY

In this work, we target the class unlearning where we aim
to finetune the model to a state as if it had never encountered
the target identity. This is achieved by aligning the distribution
of identity discriminability for the unlearned identity with
that of unseen identities. Namely, to accomplish this, we
introduce specialized metrics based on the distribution of
deep feature representations, capturing intra- and inter-class
similarity relationships. These metrics quantify the relationship
and divergence between seen and unseen identities, enabling
an evaluation of the unlearning process.

A. Deep Network Behavior on Seen and Unseen Identities

As an initial step in our analysis, we demonstrate the actual
effect of the presence of images of particular identity in the
training dataset. Here we aim to investigate the statistical dif-
ferences in how deep networks respond to identities included
in the training data versus those that were excluded. This will
help further to construct the practical evaluation metrics of
unlearning. To achieve this, we train two separate deep models:
the first on the complete training dataset, and the second
on a modified subset where a predefined list of identities



TABLE I
FNMR@FMR=[0.001, 0.0001] FOR THE MODELS ON PROTOCOLS LFW,

AGEDB-30 AND RFW.

Protocol
FNMR @ FMR = α

Full Model RFW IDs excluded
α = 10−3 α = 10−4 α = 10−3 α = 10−4

LFW 0.0046 0.0073 0.0063 0.0117
AgeDB-30 0.1793 0.2926 0.2426 0.3073
RFW 0.2920 0.4156 0.5352 0.6662

has been removed. This design allows us to assess how the
network’s representation and performance vary between seen
and unseen identities. For this purpose, we employ the RFW
dataset [23], which provides a labeled subset of MS-Celeb-
1M and enables convenient exclusion of overlapping identities
from the training data.

In addition, we employ the LFW [24] and AgeDB-30 [25]
benchmarks as reference datasets to evaluate both models
on identities that are present in the training data. These
benchmarks serve to assess the verification performance under
standard evaluation settings. We expect that the results on
LFW and AgeDB-30 will show relatively minor variations
between the two models, especially when compared to the
performance differences observed under the RFW protocol
(see Fig. 1).
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Fig. 1. DET curves for the 1-1 verification performance on LFW and RFW
protocols

In this experiment, we look for appropriate metrics to
quantify the differences between seen and unseen identities.
It is important to note that, in biometric recognition, the task
is typically defined under an open-set setting, where models
are not expected to rely on explicit class label predictions.
Therefore, we focus on identifying statistical measures that
capture intra-class similarity within each identity class. This
analysis is conducted for both identities encountered during
training (seen) and those excluded from it (unseen), allowing
for a comparison of the model’s representational behavior
across these two groups.

For this analysis, we randomly selected 100 identities from
the RFW dataset (RFW 100 IDs) and an additional 100
identities from the MS-Celeb-1M dataset (MS 100 IDs -
ensuring that it is disjoint from full RFW identities). With
respect to our trained models both subsets is a seen for the
first model (trained on the entire MS-Celeb-1M dataset), when
for the second model the 100 ID RFW subset is unseen

TABLE II
STATISTICAL SIMILARITY DISTANCES OF DEEP FEATURES FOR SEEN (MS

100 IDs) AND UNSEEN (RFW 100 IDs) CLASSES.

Distance Metric
Mean

difference
Standart
deviation

KL
Divergence

Wasserstein
distance

MS 100 IDs 0.0070 0.0008 0.0016 0.0072
RFW 100 IDs 0.0230 0.0234 0.0406 0.0342

during training. We then computed all possible intra-class
cross-image similarity scores within each subset and visualized
their distributions (see Fig. 2). To quantify the representational
differences between the two trained models, several statisti-
cal distribution distance metrics (mean difference, standard
deviation, Kullback–Leibler (KL) divergence , Wasserstein
distance) were calculated between the corresponding similarity
distributions for each identity set. The resulting statistical
differences serve as a reference for characterizing the behavior
of the models with respect to seen and unseen identities in both
training and evaluation data. The quantitative results obtained
from this analysis are presented in Table II and will serve as
reference values for subsequent experiments.
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Fig. 2. Cross similarity distributions for models trained on full MS-Celeb-
1M dataset (a,c) and RWF identities removed (b,d), tested on 100 non RFW
identities from MS-Celeb-1M (a,b) and 100 RFW identities (c,d)

B. Unlearning Similarity Distribution Trade-Off

To assess unlearning in terms of trade-off of unlearning
sufficiency and model performance preservation, we require a
metric that depends solely on deep feature representations and
does not rely on class labels. In other words, the metric must
be computed directly from biometric templates. We propose to
construct this metric based on the behavior of similarity dis-
tributions and their pairwise distances across different stages
of unlearning. Under this formulation, the trade-off captures
two objectives: the similarity distribution of the set (or identity
class) to be unlearned should converge toward the distribution
characteristic of genuinely unseen identities; and the similarity
distribution of the remaining, unaffected data should remain
as close as possible to its original form.

As the distance measure between similarity distributions,
we choose the Wasserstein distance. In contrast to simpler
metrics such as mean differences or standard deviation shift,
which capture only limited aspects of distributional change,



and KL divergence, which can behave unstably, the Wasser-
stein distance provides a more robust characterization of the
distributional difference.

In relation to the results presented in Section III-A, effective
class-level unlearning requires that the similarity-distribution
shift of the unlearned class, ∆Sunlearn set, matches the target
shift ∆Sunlearn target (corresponding to the RFW 100 IDs
case in Table II). This target value indeed depends on model
and feature domain and must therefore be re-estimated for
each architectural or training configuration. At the same time,
the similarity-distribution change for the retained identities,
∆Sretain set (the MS 100 IDs case in Table II), should remain
as close to zero as possible to ensure minimal degradation of
unaffected classes.

ΔSunlearn_target

ΔSretain_set

ΔSunlearn_set

Fig. 3. Schematical formulation of USDTO

Overall, the proposed (USDTO) metric quantifies
unlearning quality as the Euclidean distance between
the resulting model state, represented by the coordinate
(∆Sunlearn set,∆Sretain set), and the optimal target
point (0,∆Sunlearn target) (see Fig. 3). Lower USDTO
values therefore indicate more effective and better-balanced
unlearning.

USDTO =

√
(∆Sunlearn set)

2
+ (∆Sretain set −∆Sunlearn target)

2

(1)

C. Unlearning Methodology

In this study, we evaluate two explicit unlearning strategies
using the proposed USDTO metric. These approaches corre-
spond to unlearning performed within a classification-based
training framework and within a contrastive (metric-learning)
framework. The unlearning procedure for both methods fol-
lows the iterative cycle. Our unlearning approaches assume
explicit access to data samples of the target identity, either
from the original training set or from previously unseen data
belonging to the same identity.

D. Unlearning via Classification Confusion

The classification-based unlearning approach requires not
only access to the samples of the identity to be removed,
but also access to the parameters of the original classification
layer, since the unlearning procedure must explicitly modify
the class-specific training procedure. A straightforward strat-
egy is to relabel the training samples of the target identity
with incorrect class labels, effectively forcing the model to
treat these samples as belonging to other identities. However,
assigning random labels can inadvertently corrupt the feature
representations of the identities receiving those labels.

To avoid such collateral degradation, in this work we instead
associate the samples of the identity to be unlearned with
newly introduced, clean classifier nodes that do not correspond
to any real identity. This ensures that the unlearning process
redirects the model’s representation of the target identity
without negatively affecting the remaining classes.

We formulate the classification-based unlearning procedure
in the context of the ArcFace loss (LAF ) function:

LAF =
1

N

∑
i

− log(
es cos(θyi+m)

es cos(θyi+m) +
∑

j ̸=yi
es cos θj

), (2)

where N denotes the number of training samples, yi is the
ground-truth class label of the i-th sample, s is a scaling factor,
and m is the additive angular margin. The angle θx represents
the angle between the normalized feature embedding of the
i-th sample and the normalized weight vector of class x in the
final classification layer.

In our classification-based unlearning approach, given C
available samples belonging to the identity c to be unlearned,
we propose introducing C additional classifier nodes and
iteratively assigning each sample to one of these newly created
nodes. This procedure ensures that every sample from the
identity targeted for unlearning is treated as belonging to
a distinct, newly created pseudo-class, thereby breaking the
original class compactness. The corresponding formulation
of the unlearning classification loss (LAF U ) is defined as
follows:

LAF U =
1

N + C

C∑
i=1

− log(
es cos(θN+i+m)

es cos(θN+i+m) +
∑

j ̸=(N+i) e
s cos θj

) (3)

E. Unlearning via Contrast Confusion

Another explicit unlearning approach evaluated in this study
is based on contrast confusion. The main idea is to perform
unlearning through a contrastive learning objective in which
positive pairs belonging to the class targeted for removal are
intentionally relabeled as non-matching pairs.

To formalize this method, we adopt a pairwise contrastive
formulation for unlearning. The goal of the loss function is to
increase the distance between samples belonging to the same
identity, and reducing their intra-class compactness. For two
samples (x

(1)
i ) and (x

(2)
i ) originating from the same identity

(i), the unlearning objective enforces their embeddings to be
separated by at least a margin (α):∥∥∥f(x(1)

i )− f(x
(2)
i )

∥∥∥2
2
> α, ∀(x(1)

i , x
(2)
i ) ∈ Pi, (4)

where Pi is the set of all positive (same-identity) pairs used
for unlearning, α is a margin defining the minimum enforced
distance.

The overall pairwise unlearn loss LP U penalizes inter-class
pairs:

LP U =
∑

(x
(1)
i ,x

(2)
i )∈Pi

(
α−

∥∥∥f(x(1)
i )− f(x

(2)
i )

∥∥∥2
2

)
. (5)

To mitigate unwanted deviations in the model parameters
during unlearning, we introduce an additional regularization



component that encourages the updated feature representations
to remain close to those produced by the original model. This
loss component formulation LF P constrains the feature drift
and helps guide gradient updates toward a more stable and
optimal direction.

LF P =
∑

(x
(1)
i ,x

(2)
i )∈Pi

∥∥∥f(x(1)
i )− f(X

(1)
i )

∥∥∥2
2
+

∥∥∥f(x(2)
i )− f(X

(2)
i )

∥∥∥2
2
,

(6)

where Pi is the set of all positive (same-identity) pairs used
for unlearning, α is a margin defining the minimum enforced
distance.

LC U = LP U + LF P . (7)

The overall contrastive unlearning loss integrates both the
pairwise unlearning objective and the feature-preservation
regularization, jointly encouraging the separation of samples
from the target identity while constraining feature drift from
the original model (see Eq. 7).

IV. EXPERIMENTS

We conducted a series of experiments to evaluate the
proposed approach. All experiments were carried out using
the MS-Celeb-1M dataset, which was refined through multiple
data-cleaning procedures as described in [17], [26], [27]. The
models were implemented using the PyTorch framework and
employed a ResNet-50 backbone architecture [28].

Our unlearning experiments employ the techniques de-
scribed above. We select eight identities spanning two genders
(male and female) and four racial groups (African, Asian,
Indian, and Caucasian) from the RFW dataset [23]. The
particular list of identities is following: m.0bbv304, m.0bf32y,
m.0bwlqxy, m.0bwml1f, m.0bx 3kh, m.02rfd99, m.07wmvk,
m.014hlm. In all experiments, we use the same original data
that was used to train the baseline model. However, for each
identity, the samples are divided into two disjoint subsets: one
for performing unlearning and the other for evaluating the
unlearning metrics. We begin by conducting unlearning on a
single identity class to assess the behavior and effectiveness
of each method. The Retain set in our experiments is the same
as in the Section III-A.

In our USDTO estimation, we use the target unlearning
distance ∆Sunlearn target = 0.0342 taken from the Table II

A. Singe Class Unlearning Via Classification

In this section, we conduct a series of training and evalua-
tion experiments focused on removing a single identity using
the classification-based unlearning approach. Specifically, we
apply the unlearning procedure of one identity to the trained
baseline model. The resulting metrics and plots are averaged
over eight identities and are presented in Fig. 4 and Table III.

From the results of this experiment, we observe that a suf-
ficient level of unlearning (∆Sunlearnset ≥ ∆Sunlearntarget)
is already achieved at the first unlearning step. This indicates
that the model reaches the desired similarity-distribution shift
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Fig. 4. Cross similarity distributions on different steps of classification based
unlearning averaged for experiments on eight selected identities. 0 stage
corresponds to the initial model. a) - Unlearn set; b) - Retain set.

TABLE III
METRICS FOR ITERATIVE UNLEARNING OF A SINGLE IDENTITY WITH

CLASSIFICATION BASED APPROACH.

Unlearn
metric

Unlearning Step
1 2 3 4 5

∆Sunlearn set 0.0495 0.0992 0.1500 0.2005 0.2499
∆Sretain set 0.0061 0.0103 0.0151 0.0204 0.0255
USDTO 0.0165 0.0658 0.1168 0.1676 0.2172

after only a single weights update. Subsequent unlearning steps
continue to push the representation of the target identity further
away, but this additional degradation is unnecessary and may
negatively affect the retention of non-target identities. As a
result, the best USDTO value is obtained at the first stage,
representing the most balanced trade-off between effective
unlearning and minimal impact on the remaining data.

B. Singe Class Unlearning Via Contrast

Next we will perform a set of training and evaluation
experiments with the emphasis of excluding a single identity
with contrastive unlearning. Here in comparison to the clas-
sification, we generate a specific pair list for images of each
identity to be unlearned. We limit each list to one hundred
pairs. The resulting metrics and plots are averaged over eight
identities and are presented in Fig. 5 and Table IV.
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Fig. 5. Cross similarity distributions on different steps of contrastive based
unlearning averaged for experiments on eight selected identities. 0 stage
corresponds to the initial model. a) - Unlearn set; b) - Retain set

From the results of this experiment, we observe that sim-
ilar to the classification-based approach, a sufficient level
of unlearning is reached rapidly, already after the first un-
learning iteration. However, in the case of the contrastive
unlearning loss, the effect is even more pronounced: the model
suppresses the target identity more aggressively, resulting in
a larger (∆Sunlearn set) at the first stage compared to the



TABLE IV
METRICS FOR ITERATIVE UNLEARNING OF A SINGLE IDENTITY WITH

CONTRASTIVE BASED APPROACH.

Unlearn
metric

Unlearning Step
1 2 3 4 5

∆Sunlearn set 0.0959 0.1962 0.2923 0.3760 0.4443
∆Sretain set 0.0033 0.0100 0.0196 0.0300 0.0403
USDTO 0.0618 0.1623 0.2589 0.3431 0.4121

classification-based method, while the similarity distribution
of the retain set remains closer to that of the original model.
Summing up, the minimal and sufficient USDTO is achieved
at the first stage, although its value is higher than in the
classification-based scenario, reflecting a stronger, but also less
balanced, unlearning effect.

V. CONCLUSION

In this work, we addressed the problem of class-level
(identity-level) unlearning within the context of biometric
recognition systems. This problem has become increasingly
significant due to rising privacy expectations and regulatory
requirements particularly those associated with the Right to
Be Forgotten.

We introduced a novel evaluation metric, the Unlearning
Similarity Distribution Trade-Off (USDTO). This metric cap-
tures the balance between effectively suppressing discrim-
inability for the forgotten identity and preserving the stability
of the feature space for remaining identities.

We evaluated two explicit unlearning strategies
(classification-based and contrastive) and demonstrated
on single-identity unlearning that USDTO provides an
interpretable measure of unlearning quality while revealing
distinct trade-off behaviors between the methods.

Our unlearning procedures are computationally efficient and
fast, which makes them suitable for practical deployment in
real-world biometric systems.

Future work will focus on reducing the dependence of
the USDTO metric on dataset-specific empirical calibration,
improving its robustness for comparison of different models
and feature domains and testing on multi-identity unlearning.
In addition, we plan to investigate the cumulative effects of
large-scale and continuous unlearning, including stability and
feature drift under repeated identity removal.
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